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Last Week:
• Basics of x86_64 

• Registers 

• Memory 

• Instructions 

• The Stack 

• Calling Conventions



This Week:

• Virtual Memory 

• Page Tables 

• The OS 

• Theorem Provers



Virtual Memory



Virtual Memory

• The address here is interesting… 

• Is the first instruction of main really at 0x00400895? 

• What if I run 2 copies of the program? 

• What if I run 2 different programs?



Virtual Memory

• Most modern hardware supports Virtual Memory 

• The addresses we tell the program it is running at 
are different than the physical locations in memory 
they live at 

• How do we tell the hardware how a vaddr maps to 
a physical address?
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Page Tables
• Mapping of a Page of Virtual Addresses to a Page 

of Physical Addresses 

• How big is a Page? 

• It depends on the architecture 

• We’ll only really ever look at 4KB pages, but note 
that in x86_64 we can have 2MB and 1GB pages 
as well



Page Tables

• Pages are aligned, meaning the bottom bits are all 
zeroes 

• So, to map the region containing 0x00400895, you 
map 0x00400000 to 0x00400FFF 

• 0xFFF = 2^12 - 1 = 4KB - 1



Page Permissions
• Pages have permissions associated with them: 

• Read (R) = Can I read data from the page? 

• Write (W) = Can I write data to the page? 

• Execute (X) = Can I execute instructions on the 
page? 

• This will matter when we talk about pwning!



Example Permissions
moyix@lorenzo:~$ cat /proc/self/maps 
00400000-0040c000 r-xp 00000000 103:02 28705007                          /bin/cat 
0060b000-0060c000 r--p 0000b000 103:02 28705007                          /bin/cat 
0060c000-0060d000 rw-p 0000c000 103:02 28705007                          /bin/cat 
01f69000-01f8a000 rw-p 00000000 00:00 0                                  [heap] 
7fdbc805f000-7fdbc8337000 r--p 00000000 103:02 24518652                  /usr/lib/locale/locale-archive 
7fdbc8337000-7fdbc84f7000 r-xp 00000000 103:02 6296313                   /lib/x86_64-linux-gnu/libc-2.23.so 
7fdbc84f7000-7fdbc86f7000 ---p 001c0000 103:02 6296313                   /lib/x86_64-linux-gnu/libc-2.23.so 
7fdbc86f7000-7fdbc86fb000 r--p 001c0000 103:02 6296313                   /lib/x86_64-linux-gnu/libc-2.23.so 
7fdbc86fb000-7fdbc86fd000 rw-p 001c4000 103:02 6296313                   /lib/x86_64-linux-gnu/libc-2.23.so 
7fdbc86fd000-7fdbc8701000 rw-p 00000000 00:00 0  
7fdbc8701000-7fdbc8727000 r-xp 00000000 103:02 6291721                   /lib/x86_64-linux-gnu/ld-2.23.so 
7fdbc88e6000-7fdbc88e9000 rw-p 00000000 00:00 0  
7fdbc8902000-7fdbc8926000 rw-p 00000000 00:00 0  
7fdbc8926000-7fdbc8927000 r--p 00025000 103:02 6291721                   /lib/x86_64-linux-gnu/ld-2.23.so 
7fdbc8927000-7fdbc8928000 rw-p 00026000 103:02 6291721                   /lib/x86_64-linux-gnu/ld-2.23.so 
7fdbc8928000-7fdbc8929000 rw-p 00000000 00:00 0  
7ffffe752000-7ffffe774000 rw-p 00000000 00:00 0                          [stack] 
7ffffe7b1000-7ffffe7b3000 r--p 00000000 00:00 0                          [vvar] 
7ffffe7b3000-7ffffe7b5000 r-xp 00000000 00:00 0                          [vdso] 
ffffffffff600000-ffffffffff601000 r-xp 00000000 00:00 0                  [vsyscall] 



The OS
• Modern Operating Systems are really complicated! 

• They deal with input and output to a huge number 
of devices 

• Keyboards/Mice, Networking, GPUs, etc. 

• They manage a bunch of programs running at once 

• They manage page tables



Talking to the OS
• When a program wants the OS to do something, it 

issues a System Call 

• The syscall instruction does this on x86_64 

• Registers are setup, just like function arguments 

• rax contains the Syscall Number 

• rdi, rsi, rdx, r10, r8, r9 are arguments



Making a System Call

Kernel

shell cat
user
space

kernel
space

system
call

Figure 0-1. A kernel and two user processes.

process

The rest of this chapter outlines xv6’s services—processes, memory, file descrip-
tors, pipes, and file system—and illustrates them with code snippets and discussions of
how the shell uses them. The shell’s use of system calls illustrates how carefully they
have been designed.

The shell is an ordinary program that reads commands from the user and exe-
cutes them, and is the primary user interface to traditional Unix-like systems. The fact
that the shell is a user program, not part of the kernel, illustrates the power of the sys-
tem call interface: there is nothing special about the shell. It also means that the shell
is easy to replace; as a result, modern Unix systems have a variety of shells to choose
from, each with its own user interface and scripting features. The xv6 shell is a simple
implementation of the essence of the Unix Bourne shell. Its implementation can be
found at line (8350).

Processes and memory

An xv6 process consists of user-space memory (instructions, data, and stack) and
per-process state private to the kernel. Xv6 can time-share processes: it transparently
switches the available CPUs among the set of processes waiting to execute. When a
process is not executing, xv6 saves its CPU registers, restoring them when it next runs
the process. The kernel associates a process identifier, or pid, with each process.

A process may create a new process using the fork system call. Fork creates a
new process, called the child process, with exactly the same memory contents as the
calling process, called the parent process. Fork returns in both the parent and the
child. In the parent, fork returns the child’s pid; in the child, it returns zero. For ex-
ample, consider the following program fragment:

int pid = fork();

if(pid > 0){

printf("parent: child=%d\n", pid);

pid = wait();

printf("child %d is done\n", pid);

} else if(pid == 0){

printf("child: exiting\n");

exit();

} else {

printf("fork error\n");

}

The exit system call causes the calling process to stop executing and to release re-

DRAFT as of September 3, 2014 8 http://pdos.csail.mit.edu/6.828/xv6/
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Syscall Complications
• There are actually 3 different system call 

mechanisms that you can use on Linux 

• int 80h – legacy; uses the 32-bit system calls 
(even in 64-bit mode!) 

• sysenter – leftover from the AMD/Intel wars; uses 
64-bit numbering 

• syscall – this is the one you actually will use



Syscalls

• There are lots of syscalls on modern Linux (300+) 

• And C functions that mimic the common ones! 

• The main uses are things like dealing with files, 
networking, and allocating memory



Files (and things like them)
• In Unix-like operating systems, everything is a file 

• Files (duh) 

• Sockets (for networking) 

• Information about processes (/proc) 

• Attached devices (/dev) 

• System settings (/sys)



File Descriptors
• When you use the open syscall, you are given back a 

handle to a file, also known as a file descriptor 

• A file descriptor is just a number 

• Some file descriptors that come built-in to the program: 

• 0 = standard input (stdin) 

• 1 = standard output (stdout) 

• 2 = standard error (stderr)



The network is files, too!
• The socket syscall creates a new socket 

• You can use it as a client or a server 

• For server, you also need to bind() and accept() 

• Both send() and write() will send data on the 
network 

• Likewise recv() and read()



Using Files
• There are 3 main operations all files support: 

• read, write, and close 

• Same API for files, network, system information, 
randomness, … 

• Though there is also a dedicated getrandom() 
system call as of Linux 3.17 – sometimes  
/dev/urandom is not available



Example

• https://godbolt.org/g/7ijzxF 

• List of system calls: https://filippo.io/linux-syscall-
table/

https://godbolt.org/g/7ijzxF
https://filippo.io/linux-syscall-table/
https://filippo.io/linux-syscall-table/


Hello World in 64-bit 
Assembly

section .data 
    msg db      "hello, world!", 0x0a 

section .text 
    global _start 
_start: 
    mov     rax, 1 
    mov     rdi, 1 
    mov     rsi, msg 
    mov     rdx, 14 
    syscall 
    mov    rax, 60 
    mov    rdi, 0 
    syscall



Theorem Proving

• Sometimes, programs involve complicated 
instructions 

• recurse is a great example



Z3
• We imported from z3, which is a fantastic theorem 

prover 

• Give it a set of constraints, and it will produce 
values that satisfy them (or say they are 
unsatisfiable) 

• Sometimes this will take awhile… 

• A commonly used tool in CTFs



Ints, BitVecs, Solvers
• Z3 supports a bunch of types that it understands 

• You’ll mostly see: 

• Ints (arbitrary-size integers) 

• BitVecs (Integers of a specific bit-length) 

• Bools (True or False) 

• a Solver (the API for checking constraints)



Basic Example
from z3 import Ints, Solver 
a, b = Ints('a b') 
s = Solver() 
s.add(a + b == 1234) 
s.add(a - b == 500) 
print(s.check()) 
print(s.model()) 

>>> sat 
>>> [a = 867, b = 367]



Another Example
from z3 import BitVecs, Solver 
a, b = BitVecs('a b', 16) 
s = Solver() 
s.add(a ^ b == 0xbeef) 
s.add(a == 0xdead) 
print(s.check()) 
print(s.model()) 

>>> sat 
>>> [b = 24642, a = 57005]



Recurse
int recurse(int a, int b, int c) { 
    int sum = a + b; 
    if (c == 16 && sum == 116369) { 
        return 1; 
    } else if (c < 16) { 
        return recurse(b, sum, c + 1); 
    } else { 
        return 0; 
    } 
} 



And in Python

def recurse(a, b): 
    for _ in range(17): 
        a, b = b, a + b 
    return b 

a, b = raw_input().split(‘ ‘) 
a, b = int(a), int(b) 
assert(recurse(a, b) == 116369)



Solving without doing math!

from z3 import Ints, Solver 
a, b = Ints('a b') 
rec = recurse(a, b) 
s = Solver() 
s.add(rec == 116369) 
print(s.check()) 
print(s.model()) 

>>> sat 
>>> [b = 37, a = 13]



This is really powerful
• Doing the solve is also super NP-Complete 

• If your equations get too big or too complicated, 
you’re gonna have a bad time 

• I’ve had equations that Z3 spent hours trying to 
solve 

• It’s a powerful tool, but not always the most 
scalable


