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Homework Recap

• RSA problems


• RSA1: Simple nth root attack


• RSA2: Common modulus


• CBC


• Padding oracle attack



Course Evaluations

• Please do these!


• In fact, I'm going to leave for 15 minutes – do them now



Side Channels

• A side channel is an 
information leak that occurs 
by observing the side effect 
of some operation


• Classic example: pizza 
delivery near the Pentagon 
predicts when then Gulf 
War is starting



Timing Side Channels

• One of the most common side channels is a timing side 
channel


• If an operation takes a different amount of time depending 
on the value of some secret, we can infer something 
about the secret


• Example from this semester: blind SQL injection with 
sleep()



Timing Attack: 
Password Checking
#!/usr/bin/env python 

secret = "omgsosecret" 

def strs_equal(s1, s2): 
    if len(s1) != len(s2): return False 
    for c1, c2 in zip(s1, s2): 
        if c1 != c2: return False 
    return True 

guess = raw_input("Password? ") 
if strs_equal(secret, guess): 
    print "Access granted." 
else: 
    print "Fail" 



Timing Attack: 
Password Checking

In [12]: %timeit strs_equal(foo.secret, "XXXXXXXXXXX") 
1000000 loops, best of 3: 994 ns per loop 

In [13]: %timeit strs_equal(foo.secret, "oXXXXXXXXXX") 
1000000 loops, best of 3: 1.05 µs per loop 

In [14]: %timeit strs_equal(foo.secret, "omXXXXXXXXX") 
1000000 loops, best of 3: 1.09 µs per loop 

In [15]: %timeit strs_equal(foo.secret, "omgXXXXXXXX") 
1000000 loops, best of 3: 1.13 µs per loop 



Timing Precision

• You might object that no one can practically notice the 
difference between 1.05 µs and 1.09 µs


• There will be some random noise, especially if you have 
to measure over a network, etc.


• However, we can do a large number of trials and take the 
average to increase precision



A Timing-Safe Version

def strs_equal_constant_time(s1, s2): 
    if len(s1) != len(s2): return False 
    result = 0 
    for c1, c2 in zip(s1, s2): 
        result = result | (ord(c1) ^ ord(c2)) 
    return result == 0



Sources of Side Channels

• Almost any resource usage that depends on a secret and 
can be measured can be used


• Time


• Memory usage


• Disk usage


• Power



Even More Sources of 
Side Channels

Figure 1: The Dynasystems brushed metal keypad,
model 00-101088-008B.

Figure 2: The Diebold plastic ATM keypad with rubber
keys, model 19-019062-001M REV1.

at the footage.

3 Experiment Design

We can break our experiment design into two main cat-
egories: data collection and data analysis; we discuss
them both here.

3.1 Data Collection

We used an A320 FLIR camera running at 9Hz with the
built-in lens and the standard ExaminIR software for the
camera (see [5] for the full camera specifications). The
monthly rental rate for this camera is $1950 and the cost
to buy is about $17,950. None of us had any expertise
in the area of thermal cameras before this project began;
in fact, we were all completely new to both the hardware
and software involved.

For the keypads, we purchased one that was brushed
metal and one that was plastic with rubber keys. Both
were purchased from eBay and were (at least according
to the sellers) used in real ATMs. The metal keypad can
be seen in Figure 1 and the plastic one in Figure 2.

To conduct the experiments, we first placed the key-
pads in a vise to allow users to press the keypad without
having to steady it with their hand. We then placed the
camera on a tripod, first at a distance of 14 inches and
then at a distance of 28 inches from the keypad; as we

will see in the next section, this difference in distance
had little effect on our results, and so we posit that the
camera would have to be moved quite a lot further away
before results began to degrade. For each distance, we
had 21 people press 27 different codes chosen at ran-
dom; seven of the codes contained at least one duplicate
(e.g., 2227 or 0510) and the other twenty contained four
unique digits. Everyone pressed the keys in a way such
that while they were pressing the buttons their hand and
arm almost completely obscured the keypad in the frame,
although no one attempted to shield the keypad with their
other hand. As mentioned in the introduction, we found
in earlier trials that people reacted with the keypad in
very different ways: some had a light touch while oth-
ers were almost forceful in pressing the keys; similarly,
some people were very warm-blooded while others trans-
ferred barely any heat to the keypad. We therefore chose
to use such a wide variety of testers as a way of eliminat-
ing any of these potential human biases. We also ran the
full set of tests on the plastic keypad only; as mentioned
in the introduction, even filming the metal keypad was
problematic and so we performed only a few runs on it.

Figure 3: A frame as captured by the camera on one of
our runs, with the ten regions of interest indicated by the
colored boxes and the temperatures shown on the right.
This is the image captured immediately after the hand no
longer obscured the keypad from view; we can clearly
see that the four digits pressed were 1, 4, 5, and 8, and
furthermore that the 1 and 4 were likely pressed before
the 5 and 8 (the real code was in fact 1485).

To begin collecting our data, we first focused the cam-
era on the keypad and used the ExaminIR software to in-
dicate the ten regions corresponding to each of the ten
keys in which we were interested. For each run, we
recorded the keypad for approximately 10 frames (or 3
seconds) before the user entered the assigned code, and
then for 350 frames (or 100 seconds) after; a longer cali-
bration period would likely result in better accuracy, as it
would eliminate a fair amount of the noise we observed
in our results. Sample stills as captured by the camera
can be seen in Figures 3 and 4.
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Microarchitectural 
Side Channel Attacks

• Recently research has started to focus on 
microarchitectural side channel attacks


• These attacks focus on implementation details of the 
CPU architecture that are “below” the instruction level


• CPU cache


• Out of order/speculative execution



CPU Caches

• RAM is relatively fast – but not fast enough 

• A CPU stuck waiting for data from memory can’t do 
anything else in the meantime


• The solution is to use a cache: fast, expensive, small 
memory directly on the CPU



The CPU Cache Hierarchy

https://codeburst.io/understanding-hardware-to-push-performance-to-the-max-and-then-some-part-1-c048021114e3



Cache Organization



Cache Timing Side 
Channels

• CPU caches are a shared resource (limited space)


• Multiple processes running on the same system use 
the same cache space


• Multiple VMs in a cloud environment use the same 
cache space


• But how can we use this for an attack?



Cache Timing Measurement
• If something is already in the cache, fetching it will be 

much quicker than if it has to be retrieved from RAM


• Simplest way to measure: rdtsc


• Returns (roughly) number of cycles executed


• So we can run rdtsc before and after trying to access 
some memory


• This gives us a very accurate way to measure how long 
the memory access took



Cache Measurement 
What Address?

• We can only measure how long it takes to access an address in 
our own process


• So how do we use that to spy on another process that we don’t 
have access to?


• A couple ways:


• We can exploit the fact that libraries are shared between 
processes


• We can exploit the fact that caches are shared: when another 
program fills up the cache, our data will be forced out



Recall: Shared Memory
Process A Process B

Physical Memory

Shared Library

Shared Library
Shared Library



Shared Memory
• As an optimization, operating systems keep only one 

copy of shared libraries in physical memory


• CPUs cache things based on their physical address


• This means that if the data or code we want to spy on is 
in a shared library, we can:


• Load that library into our own process


• Time how long it takes to access code or data in our 
local view of that library



Prime and Probe
• Prime+Probe is a powerful and general attack that does not depend on 

shared memory


• The attack goes:


• PRIME: Attacker fills up a cache set with his own data. The cache set 
should be congruent to the addresses of interest in the victim process.


• IDLE: Attacker waits for victim process to do some operation that uses 
the same cache set


• PROBE: Attacker measures access time for his own data


• If it’s fast => victim didn’t access data we were monitoring


• If it’s slow => victim did access (our own data was evicted)



Flush+Reload
• PRIME+PROBE is effective but slow 

• If we know what address to monitor (e.g. from shared library trick) we 
can do better


• On x86 we have an instruction called clflush, which flushes the cache 
for a particular address


• The attack:


• FLUSH: call clflush on the address of interest


• IDLE: wait for the victim to access it (or not)


• RELOAD: test whether accessing the address is fast or slow



Flush+Flush
• Flush+Flush (Gruss et al., 2016) is a more specialized variant 

of Flush+Reload


• It exploits a (rather boneheaded) fact about the clflush 
instruction: clflush takes longer to execute if there was 
actually data in the cache!


• Benefits:


• Can be slightly faster than Flush+Reload


• More stealthy: only causes cache misses in the victim 
process, not the attacker process



Spying on Other Processes

• What can we spy on?


• AES secret keys (Osvik, Shamir, and Tromer, 2005)


• Keys pressed by a user typing into a GUI window 
(Cache Template Attacks (Gruss et al., 2015))


• Characters received by sshd (Cache Template Attacks 
(Gruss et al., 2015))



AES Attack: Preconditions
• We assume we’re in a situation where:


• We’re on the same system as some process that is 
doing AES encryptions


• We can load the AES library into our process (e.g., 
OpenSSL)


• We can feed it plaintexts of our choice and it will 
encrypt them


• We want to figure out the secret key



AES T-Table Implementation

• Optimized versions of AES use a precomputed lookup 
table (the T-Table) to derive each round key from the 
secret key 

static const u32 Te0[256] = {  
    0xc66363a5U, 0xf87c7c84U, 0xee777799U, 0xf67b7b8dU,  
    0xfff2f20dU, 0xd66b6bbdU, 0xde6f6fb1U, 0x91c5c554U,  
    0x60303050U, 0x02010103U, 0xce6767a9U, 0x562b2b7dU,  
... 
}; 
static const u32 Te1[256] = { 
    0xa5c66363U, 0x84f87c7cU, 0x99ee7777U, 0x8df67b7bU,  
    0x0dfff2f2U, 0xbdd66b6bU, 0xb1de6f6fU, 0x5491c5c5U,  
    0x50603030U, 0x03020101U, 0xa9ce6767U, 0x7d562b2bU,  
... 

Source: OpenSSL, crypto/aes/aes_core.c
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Fig. 1. Schematic of a set-associative cache. The light gray blocks represent a cached AES lookup
table. The dark gray blocks represent the attacker’s memory.

Several lookup tables are precomputed once by the programmer or during system initialization.
There are 8 such tables, T0, . . . , T3 and T (10)

0 , . . . , T (10)
3 , each containing 256 4-byte words. The

contents of the tables, defined in [3], are inconsequential for most of our attacks.
During key setup, a given 16-byte secret key k = (k1, . . . , k16) is expanded into 10 round

keys6, K(r) for r = 1, . . . , 10. Each round key is divided into 4 words of 4 bytes each: K(r) =
(K(r)

0 ,K(r)
1 K(r)

2 K(r)
3 ). The details of the expansion are also mostly inconsequential.

Given a 16-byte plaintext p = (p0, . . . , p15), encryption proceeds by computing a 16-byte
intermediate state x(r) = (x(r)

0 , . . . , x(r)
15 ) at each round r. The initial state x(0) is computed by

x(0)
i = pi�ki (i = 0, . . . , 15). Then, the first 9 rounds are computed by updating the intermediate

state as follows, for r = 0, . . . , 8:
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Finally, to compute the last round 1 is repeated with r = 9, except that T0, . . . , T3 is replaced
by T (10)

0 , . . . , T (10)
3 . The resulting x(10) is the ciphertext. Compared to the algebraic formulation

of AES, here the lookup tables account for the combination of ShiftRows, MixColumns and
SubBytes operations; the change of lookup tables for the last is due to the absence of Mix-
Columns.

2.3 Notation

We treat bytes interchangeably as integers in {0, . . . , 255} and as elements of {0, 1}8 that can
be XORed. Let � denote the cache line size B divided by the size of each table entry (usually 4
6 We consider AES with 128-bit keys. The attacks can be adapted to longer keys.
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Fig. 1. Schematic of a set-associative cache. The light gray blocks represent a cached AES lookup
table. The dark gray blocks represent the attacker’s memory.

Several lookup tables are precomputed once by the programmer or during system initialization.
There are 8 such tables, T0, . . . , T3 and T (10)
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Finally, to compute the last round 1 is repeated with r = 9, except that T0, . . . , T3 is replaced
by T (10)

0 , . . . , T (10)
3 . The resulting x(10) is the ciphertext. Compared to the algebraic formulation

of AES, here the lookup tables account for the combination of ShiftRows, MixColumns and
SubBytes operations; the change of lookup tables for the last is due to the absence of Mix-
Columns.

2.3 Notation

We treat bytes interchangeably as integers in {0, . . . , 255} and as elements of {0, 1}8 that can
be XORed. Let � denote the cache line size B divided by the size of each table entry (usually 4
6 We consider AES with 128-bit keys. The attacks can be adapted to longer keys.

4

Source: Cache Attacks and Countermeasures: the Case of AES  

Osvik, Shamir, and Tromer, 2005

To start, assume plaintext is all 0s 
Then each xi is a byte of the key!
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Fig. 1. Schematic of a set-associative cache. The light gray blocks represent a cached AES lookup
table. The dark gray blocks represent the attacker’s memory.

Several lookup tables are precomputed once by the programmer or during system initialization.
There are 8 such tables, T0, . . . , T3 and T (10)
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Finally, to compute the last round 1 is repeated with r = 9, except that T0, . . . , T3 is replaced
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3 . The resulting x(10) is the ciphertext. Compared to the algebraic formulation

of AES, here the lookup tables account for the combination of ShiftRows, MixColumns and
SubBytes operations; the change of lookup tables for the last is due to the absence of Mix-
Columns.
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We treat bytes interchangeably as integers in {0, . . . , 255} and as elements of {0, 1}8 that can
be XORed. Let � denote the cache line size B divided by the size of each table entry (usually 4
6 We consider AES with 128-bit keys. The attacks can be adapted to longer keys.
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x0 is used as an index into T0 
By observing what part of T0 is accessed, we can figure out x0 

And x0 is just k0! So we learn a byte of the key!
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Fig. 1. Schematic of a set-associative cache. The light gray blocks represent a cached AES lookup
table. The dark gray blocks represent the attacker’s memory.
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There are 8 such tables, T0, . . . , T3 and T (10)
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x1 is used as an index into T1 
By observing what part of T1 is accessed, we can figure out x1 

And x1 is just k1! So we learn another byte of the key!
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Fig. 1. Schematic of a set-associative cache. The light gray blocks represent a cached AES lookup
table. The dark gray blocks represent the attacker’s memory.

Several lookup tables are precomputed once by the programmer or during system initialization.
There are 8 such tables, T0, . . . , T3 and T (10)

0 , . . . , T (10)
3 , each containing 256 4-byte words. The

contents of the tables, defined in [3], are inconsequential for most of our attacks.
During key setup, a given 16-byte secret key k = (k1, . . . , k16) is expanded into 10 round

keys6, K(r) for r = 1, . . . , 10. Each round key is divided into 4 words of 4 bytes each: K(r) =
(K(r)

0 ,K(r)
1 K(r)

2 K(r)
3 ). The details of the expansion are also mostly inconsequential.

Given a 16-byte plaintext p = (p0, . . . , p15), encryption proceeds by computing a 16-byte
intermediate state x(r) = (x(r)

0 , . . . , x(r)
15 ) at each round r. The initial state x(0) is computed by

x(0)
i = pi�ki (i = 0, . . . , 15). Then, the first 9 rounds are computed by updating the intermediate

state as follows, for r = 0, . . . , 8:

(x(r+1)
0 , x(r+1)

1 , x(r+1)
2 , x(r+1)

3 ) T0[x
(r)
0 ]� T1[x

(r)
5 ]� T2[x

(r)
10 ]� T3[x

(r)
15 ]�K(r+1)

0

(x(r+1)
4 , x(r+1)

5 , x(r+1)
6 , x(r+1)

7 ) T0[x
(r)
4 ]� T1[x

(r)
9 ]� T2[x

(r)
14 ]� T3[x

(r)
3 ]�K(r+1)

1

(x(r+1)
8 , x(r+1)

9 , x(r+1)
10 , x(r+1)

11 ) T0[x
(r)
8 ]� T1[x

(r)
13 ]� T2[x

(r)
2 ]� T3[x

(r)
7 ]�K(r+1)

2

(x(r+1)
12 , x(r+1)

13 , x(r+1)
14 , x(r+1)

15 ) T0[x
(r)
12 ]� T1[x

(r)
1 ]� T2[x

(r)
6 ]� T3[x

(r)
11 ]�K(r+1)

3

(1)

Finally, to compute the last round 1 is repeated with r = 9, except that T0, . . . , T3 is replaced
by T (10)

0 , . . . , T (10)
3 . The resulting x(10) is the ciphertext. Compared to the algebraic formulation

of AES, here the lookup tables account for the combination of ShiftRows, MixColumns and
SubBytes operations; the change of lookup tables for the last is due to the absence of Mix-
Columns.

2.3 Notation

We treat bytes interchangeably as integers in {0, . . . , 255} and as elements of {0, 1}8 that can
be XORed. Let � denote the cache line size B divided by the size of each table entry (usually 4
6 We consider AES with 128-bit keys. The attacks can be adapted to longer keys.
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Source: Cache Attacks and Countermeasures: the Case of AES  

Osvik, Shamir, and Tromer, 2005

x1 is used as an index into T1 
By observing what part of T1 is accessed, we can figure out x1 

And x1 is just k1! So we learn another byte of the key!

And so on...



Complications
• Other parts of each table will also be accessed at the same time, though


• How can we isolate just the accesses caused by x0?


• Solution: randomize the other plaintext bytes, and do lots of trials => the 
correct part of T0 will be accessed more often!


• Another complication is that cache lines (the smallest unit we can 
observe) are 256 bytes


• This means we only get half of each key byte from this version of the 
attack


• There are ways around this (see the paper)



Keylogging
• GUI toolkits like GTK have 

advanced handling for 
different languages and 
keyboard layouts


• These are basically big 
lookup tables that map 
from key => character


• By spying on this table, 
we can figure out what 
keys someone is pressing!
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0x7c100

0x7c140

0x7c180

0x7c1c0

0x7c200

0x7c240

0x7c280

0x7c340

0x7c380

0x7c3c0

0x7c400

0x7c440

0x7c480

0x7c4c0

0x7c500

0x7c540

0x7c580

0x7c5c0

0x7c600

0x7c640

0x7c680

0x7c6c0

0x7c700

0x7c740

0x7c780

0x7c7c0

0x7c800

0x7c840

0x7c880

0x7c8c0

0x7c900

0x7c940

0x7c980

0x7c9c0

0x7ca00

0x7cb80

0x7cc40

0x7cc80

0x7ccc0

0x7cd00

0x7cd40

Figure 3: Excerpt of the GDK Cache Template. Dark
cells indicate key-address-pairs with high cache-hit ra-
tios.

pressed. For instance, every keypress on key n results in
cache hit on address 0x7c800, whereas the same address
reacts in only 0.5% of our tests on other keypresses. Fur-
thermore, we found a high cache-hit ratio on some ad-
dresses when a key is pressed (i.e., 0x6cd00 in libgdk),
the mouse is moved (i.e., 0x28760 in libgdk) or a mod-
ifier key is pressed (i.e., 0x72fc0 in libgdk). We also
profiled the range of keys a–f but it is omitted from Fig-
ure 3 because no high cache-hit ratios have been ob-
served for the shown addresses.

We use the spy tool described in Section 3.2 in order
to spy on events based on the Cache Template. We are
able to accurately determine the following sets of pressed
keys: {i},{ j},{n },{q },{v},{l,w},{u ,z},{g,h,k, t}. That
is, we cannot distinguish between keys in the same set,
but keys in one set from keys in other sets. Similarly, we
can deduce whether a key is contained in none of these
sets.

Not as part of our attack, but in order to understand
how keyboard input is processed in the GDK library, we
analyzed the binary and the source code. In general,
we found out that most of the addresses revealed in the
profiling phase point to code executed while processing
keyboard input. The address range discussed in this sec-
tion contains the array gdk_keysym_to_unicode_tab
which is used to translate key symbols to unicode special

characters. The library performs a binary search on this
array, which explains why we can identify certain keys
accurately, namely the leaf nodes in the binary search.

As the corresponding array is used for keyboard input
in all GDK user-interface components, including pass-
word fields, our spy tool works for all applications that
use the GDK library. This observation allows us to use
Cache Template Attacks to build powerful keyloggers
for GDK-based user interfaces automatically. Even if
we cannot distinguish all keys from each other, Cache
Template Attacks allow us to significantly reduce the
complexity of cracking a password. In this scenario,
we are able to identify 3 keys reliably, as well as the
total number of keypresses. Thus, in case of a lower-
case password we can reduce the entropy per character
from log2(26) = 4.7 to 4.0 bits. Attacking more than
3 addresses in order to identify more keys adds a sig-
nificant amount of noise to the results, as it triggers the
prefetcher. First experiments demonstrated the feasibil-
ity of attacking the lock screen of Linux distributions.
However, further evaluation is necessary in order to reli-
ably determine the effectiveness of this approach.

Attack on GDK Key Remapping. If an attacker has
additional knowledge about the attacked system or soft-
ware, more efficient and more powerful attacks are pos-
sible. Inspired by Tannous et al. [48] who performed a
timing attack on GDK key remapping, we demonstrate a
more powerful attack on the GDK library, by examining
how the remapping of keys influences the sets of iden-
tifiable keypresses. The remapping functionality uses a
large key-translation table gdk_keys_by_keyval which
spreads over more than four pages.

Hence, we repeated the Cache Template Attack on the
GDK library with a small modification. Before mea-
suring cache activity for an address during an event,
we remapped one key to the key code at that address,
retrieved from the gdk_keys_by_keyval table. We
found significant cache activity for some address and
key-remapping combinations.

When profiling each key remapping for d = 0.8 sec-
onds, we measured cache activity in 52 cache-line-sized
memory regions. In verification scans, we found 0.2-
2.5% false positive cache hits in these memory regions.
Thus, we have found another highly accurate side chan-
nel for specific key remappings. The results are shown in
the F-score graph in Figure 4. High values allow accu-
rate detection of keypresses if the key is remapped to this
address. Thus, we find more accurate results in terms of
timing in our automated attack than Tannous et al. [48].

We can only attack 8 addresses in the profiled mem-
ory area simultaneously, since it spreads over 4 pages
and we can only monitor 2 or 3 addresses without trig-
gering the prefetcher. Thus, we are able to remap any 8
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Bad Defenses
• Some people see cache timing attacks and think “Aha! I’ll 

just disallow all fine-grained timing sources (or make them 
less precise)” [e.g.: CloudFlare]


• But there are many alternatives...


• Create a second thread, and run while(1) counter++ 
Read out the value of counter when you want to 
measure time


• Lots more in “Fantastic Timers and Where to Find 
Them” (Schwarz et al., 2017)



Speculative Execution
• Recall: gotta go fast


• Even with caches, modern CPUs are still so fast that they 
can’t get enough data to work on


• Example:    if (*ptr == 10) do_something; 
                   else do_another_thing;


• Accessing memory through *ptr is slow – CPU wants to 
keep going


• Solution: just guess which way the branch will go!



Speculative Execution
• If the CPU guesses wrong, it will transparently roll back the 

changes it made during speculative execution


• This is supposed to be invisible to the application, and in 
terms of architectural state (registers, memory) it is


• But it still has effects on the microarchitectural state!


• In particular, things loaded into the cache during 
speculative execution will still be cached! 😱


• We can do cache timing attacks to discover what 
happened during speculative execution



Spectre Attack
• How can we exploit this? Imagine you’re in a language 

sandbox (e.g., a JavaScript interpreter)


• You want to spy on some data in memory outside of what 
you have access to


• We can write a little program that looks like: 
x = array[256*cache_line] 
y = array[16] 
Repeatedly access y in-bounds 
Access x[y[10000]] 
Time how long it takes to access each line of x



Spectre Attack
• How can we exploit this? Imagine you’re in a language 

sandbox (e.g., a JavaScript interpreter)


• You want to spy on some data in memory outside of what 
you have access to


• We can write a little program that looks like: 
x = array[256*cache_line] 
y = array[16] 
Repeatedly access y in-bounds 
Access x[y[10000]] 
Time how long it takes to access each line of x

This primes the 
speculative execution to 
expect that accesses to y 

will be in bounds



Spectre Attack
• How can we exploit this? Imagine you’re in a language 

sandbox (e.g., a JavaScript interpreter)


• You want to spy on some data in memory outside of what 
you have access to


• We can write a little program that looks like: 
x = array[256*cache_line] 
y = array[16] 
Repeatedly access y in-bounds 
Access x[y[10000]] 
Time how long it takes to access each line of x

Suddenly we access y 
out of bounds. This will 

cause a JavaScript 
exception...



Spectre Attack
• How can we exploit this? Imagine you’re in a language 

sandbox (e.g., a JavaScript interpreter)


• You want to spy on some data in memory outside of what 
you have access to


• We can write a little program that looks like: 
x = array[256*cache_line] 
y = array[16] 
Repeatedly access y in-bounds 
Access x[y[10000]] 
Time how long it takes to access each line of x

But in speculative 
execution, the bounds 

check will be speculated 
to be in-bounds! So we 
will fetch one byte from 
way beyond the end of y



Spectre Attack
• How can we exploit this? Imagine you’re in a language 

sandbox (e.g., a JavaScript interpreter)


• You want to spy on some data in memory outside of what 
you have access to


• We can write a little program that looks like: 
x = array[256][cache_line] 
y = array[16] 
Repeatedly access y in-bounds 
Access x[y[10000]] 
Time how long it takes to access each line of x

Because that byte is then 
used as an index into x, 
we can now do a timing 

attack to see what part of 
x got cached



Spectre Attack
• How can we exploit this? Imagine you’re in a language 

sandbox (e.g., a JavaScript interpreter)


• You want to spy on some data in memory outside of what 
you have access to


• We can write a little program that looks like: 
x = array[256][cache_line] 
y = array[16] 
Repeatedly access y in-bounds 
Access x[y[10000]] 
Time how long it takes to access each line of x

This reveals the value 
that was in memory at 

y + 10000 
(which we shouldn’t have 

been able to read!)



Spectre Variants

• What we just described is Spectre Variant 1 (Bounds 
Check Bypass)


• There are several other variants of Spectre (and more 
discovered every week, it seems)


• These allow things like spying on other processes, 
bypassing page protections (including speculative writes 
to read-only pages!), and more



Meltdown Attack
• Meltdown is a related attack that also relies 

on speculative execution


• It exploits the fact that on Intel processors, 
memory access checks happen 
asynchronously


• So speculative execution happens in parallel 
with the access check


• If the access check fails, the execution aborts 
and raises an exception... but once again, 
effects on the cache remain visible



Meltdown Code
1 ; rcx = kernel address
2 ; rbx = probe array
3 retry:
4 mov al, byte [rcx]
5 shl rax, 0xc
6 jz retry
7 mov rbx, qword [rbx + rax]

Listing 2: The core instruction sequence of Meltdown.
An inaccessible kernel address is moved to a register,
raising an exception. The subsequent instructions are
already executed out of order before the exception is
raised, leaking the content of the kernel address through
the indirect memory access.

chine. Further, we assume that the system is fully pro-
tected with state-of-the-art software-based defenses such
as ASLR and KASLR as well as CPU features like
SMAP, SMEP, NX, and PXN. Most importantly, we as-
sume a completely bug-free operating system, thus, no
software vulnerability exists that can be exploited to gain
kernel privileges or leak information. The attacker tar-
gets secret user data, e.g., passwords and private keys, or
any other valuable information.

5.1 Attack Description

Meltdown combines the two building blocks discussed
in Section 4. First, an attacker makes the CPU execute
a transient instruction sequence which uses an inacces-
sible secret value stored somewhere in physical memory
(cf. Section 4.1). The transient instruction sequence acts
as the transmitter of a covert channel (cf. Section 4.2),
ultimately leaking the secret value to the attacker.

Meltdown consists of 3 steps:

Step 1 The content of an attacker-chosen memory loca-
tion, which is inaccessible to the attacker, is loaded
into a register.

Step 2 A transient instruction accesses a cache line
based on the secret content of the register.

Step 3 The attacker uses Flush+Reload to determine the
accessed cache line and hence the secret stored at the
chosen memory location.

By repeating these steps for different memory locations,
the attacker can dump the kernel memory, including the
entire physical memory.

Listing 2 shows the basic implementation of the tran-
sient instruction sequence and the sending part of the
covert channel, using x86 assembly instructions. Note
that this part of the attack could also be implemented en-
tirely in higher level languages like C. In the following,
we will discuss each step of Meltdown and the corre-
sponding code line in Listing 2.

Step 1: Reading the secret. To load data from the
main memory into a register, the data in the main mem-
ory is referenced using a virtual address. In parallel to
translating a virtual address into a physical address, the
CPU also checks the permission bits of the virtual ad-
dress, i.e., whether this virtual address is user accessible
or only accessible by the kernel. As already discussed in
Section 2.2, this hardware-based isolation through a per-
mission bit is considered secure and recommended by the
hardware vendors. Hence, modern operating systems al-
ways map the entire kernel into the virtual address space
of every user process.

As a consequence, all kernel addresses lead to a valid
physical address when translating them, and the CPU can
access the content of such addresses. The only differ-
ence to accessing a user space address is that the CPU
raises an exception as the current permission level does
not allow to access such an address. Hence, the user
space cannot simply read the contents of such an address.
However, Meltdown exploits the out-of-order execution
of modern CPUs, which still executes instructions in the
small time window between the illegal memory access
and the raising of the exception.

In line 4 of Listing 2, we load the byte value located
at the target kernel address, stored in the RCX register,
into the least significant byte of the RAX register repre-
sented by AL. As explained in more detail in Section 2.1,
the MOV instruction is fetched by the core, decoded into
µOPs, allocated, and sent to the reorder buffer. There, ar-
chitectural registers (e.g., RAX and RCX in Listing 2) are
mapped to underlying physical registers enabling out-of-
order execution. Trying to utilize the pipeline as much as
possible, subsequent instructions (lines 5-7) are already
decoded and allocated as µOPs as well. The µOPs are
further sent to the reservation station holding the µOPs
while they wait to be executed by the corresponding ex-
ecution unit. The execution of a µOP can be delayed if
execution units are already used to their corresponding
capacity or operand values have not been calculated yet.

When the kernel address is loaded in line 4, it is likely
that the CPU already issued the subsequent instructions
as part of the out-or-order execution, and that their cor-
responding µOPs wait in the reservation station for the
content of the kernel address to arrive. As soon as the
fetched data is observed on the common data bus, the
µOPs can begin their execution.

When the µOPs finish their execution, they retire in-
order, and, thus, their results are committed to the archi-
tectural state. During the retirement, any interrupts and
exception that occurred during the execution of the in-
struction are handled. Thus, if the MOV instruction that
loads the kernel address is retired, the exception is reg-
istered and the pipeline is flushed to eliminate all results
of subsequent instructions which were executed out of
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We try to access an address in the kernel 
This raises an exception



Meltdown Code
1 ; rcx = kernel address
2 ; rbx = probe array
3 retry:
4 mov al, byte [rcx]
5 shl rax, 0xc
6 jz retry
7 mov rbx, qword [rbx + rax]

Listing 2: The core instruction sequence of Meltdown.
An inaccessible kernel address is moved to a register,
raising an exception. The subsequent instructions are
already executed out of order before the exception is
raised, leaking the content of the kernel address through
the indirect memory access.

chine. Further, we assume that the system is fully pro-
tected with state-of-the-art software-based defenses such
as ASLR and KASLR as well as CPU features like
SMAP, SMEP, NX, and PXN. Most importantly, we as-
sume a completely bug-free operating system, thus, no
software vulnerability exists that can be exploited to gain
kernel privileges or leak information. The attacker tar-
gets secret user data, e.g., passwords and private keys, or
any other valuable information.

5.1 Attack Description

Meltdown combines the two building blocks discussed
in Section 4. First, an attacker makes the CPU execute
a transient instruction sequence which uses an inacces-
sible secret value stored somewhere in physical memory
(cf. Section 4.1). The transient instruction sequence acts
as the transmitter of a covert channel (cf. Section 4.2),
ultimately leaking the secret value to the attacker.

Meltdown consists of 3 steps:

Step 1 The content of an attacker-chosen memory loca-
tion, which is inaccessible to the attacker, is loaded
into a register.

Step 2 A transient instruction accesses a cache line
based on the secret content of the register.

Step 3 The attacker uses Flush+Reload to determine the
accessed cache line and hence the secret stored at the
chosen memory location.

By repeating these steps for different memory locations,
the attacker can dump the kernel memory, including the
entire physical memory.

Listing 2 shows the basic implementation of the tran-
sient instruction sequence and the sending part of the
covert channel, using x86 assembly instructions. Note
that this part of the attack could also be implemented en-
tirely in higher level languages like C. In the following,
we will discuss each step of Meltdown and the corre-
sponding code line in Listing 2.

Step 1: Reading the secret. To load data from the
main memory into a register, the data in the main mem-
ory is referenced using a virtual address. In parallel to
translating a virtual address into a physical address, the
CPU also checks the permission bits of the virtual ad-
dress, i.e., whether this virtual address is user accessible
or only accessible by the kernel. As already discussed in
Section 2.2, this hardware-based isolation through a per-
mission bit is considered secure and recommended by the
hardware vendors. Hence, modern operating systems al-
ways map the entire kernel into the virtual address space
of every user process.

As a consequence, all kernel addresses lead to a valid
physical address when translating them, and the CPU can
access the content of such addresses. The only differ-
ence to accessing a user space address is that the CPU
raises an exception as the current permission level does
not allow to access such an address. Hence, the user
space cannot simply read the contents of such an address.
However, Meltdown exploits the out-of-order execution
of modern CPUs, which still executes instructions in the
small time window between the illegal memory access
and the raising of the exception.

In line 4 of Listing 2, we load the byte value located
at the target kernel address, stored in the RCX register,
into the least significant byte of the RAX register repre-
sented by AL. As explained in more detail in Section 2.1,
the MOV instruction is fetched by the core, decoded into
µOPs, allocated, and sent to the reorder buffer. There, ar-
chitectural registers (e.g., RAX and RCX in Listing 2) are
mapped to underlying physical registers enabling out-of-
order execution. Trying to utilize the pipeline as much as
possible, subsequent instructions (lines 5-7) are already
decoded and allocated as µOPs as well. The µOPs are
further sent to the reservation station holding the µOPs
while they wait to be executed by the corresponding ex-
ecution unit. The execution of a µOP can be delayed if
execution units are already used to their corresponding
capacity or operand values have not been calculated yet.

When the kernel address is loaded in line 4, it is likely
that the CPU already issued the subsequent instructions
as part of the out-or-order execution, and that their cor-
responding µOPs wait in the reservation station for the
content of the kernel address to arrive. As soon as the
fetched data is observed on the common data bus, the
µOPs can begin their execution.

When the µOPs finish their execution, they retire in-
order, and, thus, their results are committed to the archi-
tectural state. During the retirement, any interrupts and
exception that occurred during the execution of the in-
struction are handled. Thus, if the MOV instruction that
loads the kernel address is retired, the exception is reg-
istered and the pipeline is flushed to eliminate all results
of subsequent instructions which were executed out of
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But this instruction will get speculatively 
executed before the exception is raised



Meltdown Code
1 ; rcx = kernel address
2 ; rbx = probe array
3 retry:
4 mov al, byte [rcx]
5 shl rax, 0xc
6 jz retry
7 mov rbx, qword [rbx + rax]

Listing 2: The core instruction sequence of Meltdown.
An inaccessible kernel address is moved to a register,
raising an exception. The subsequent instructions are
already executed out of order before the exception is
raised, leaking the content of the kernel address through
the indirect memory access.

chine. Further, we assume that the system is fully pro-
tected with state-of-the-art software-based defenses such
as ASLR and KASLR as well as CPU features like
SMAP, SMEP, NX, and PXN. Most importantly, we as-
sume a completely bug-free operating system, thus, no
software vulnerability exists that can be exploited to gain
kernel privileges or leak information. The attacker tar-
gets secret user data, e.g., passwords and private keys, or
any other valuable information.

5.1 Attack Description

Meltdown combines the two building blocks discussed
in Section 4. First, an attacker makes the CPU execute
a transient instruction sequence which uses an inacces-
sible secret value stored somewhere in physical memory
(cf. Section 4.1). The transient instruction sequence acts
as the transmitter of a covert channel (cf. Section 4.2),
ultimately leaking the secret value to the attacker.

Meltdown consists of 3 steps:

Step 1 The content of an attacker-chosen memory loca-
tion, which is inaccessible to the attacker, is loaded
into a register.

Step 2 A transient instruction accesses a cache line
based on the secret content of the register.

Step 3 The attacker uses Flush+Reload to determine the
accessed cache line and hence the secret stored at the
chosen memory location.

By repeating these steps for different memory locations,
the attacker can dump the kernel memory, including the
entire physical memory.

Listing 2 shows the basic implementation of the tran-
sient instruction sequence and the sending part of the
covert channel, using x86 assembly instructions. Note
that this part of the attack could also be implemented en-
tirely in higher level languages like C. In the following,
we will discuss each step of Meltdown and the corre-
sponding code line in Listing 2.

Step 1: Reading the secret. To load data from the
main memory into a register, the data in the main mem-
ory is referenced using a virtual address. In parallel to
translating a virtual address into a physical address, the
CPU also checks the permission bits of the virtual ad-
dress, i.e., whether this virtual address is user accessible
or only accessible by the kernel. As already discussed in
Section 2.2, this hardware-based isolation through a per-
mission bit is considered secure and recommended by the
hardware vendors. Hence, modern operating systems al-
ways map the entire kernel into the virtual address space
of every user process.

As a consequence, all kernel addresses lead to a valid
physical address when translating them, and the CPU can
access the content of such addresses. The only differ-
ence to accessing a user space address is that the CPU
raises an exception as the current permission level does
not allow to access such an address. Hence, the user
space cannot simply read the contents of such an address.
However, Meltdown exploits the out-of-order execution
of modern CPUs, which still executes instructions in the
small time window between the illegal memory access
and the raising of the exception.

In line 4 of Listing 2, we load the byte value located
at the target kernel address, stored in the RCX register,
into the least significant byte of the RAX register repre-
sented by AL. As explained in more detail in Section 2.1,
the MOV instruction is fetched by the core, decoded into
µOPs, allocated, and sent to the reorder buffer. There, ar-
chitectural registers (e.g., RAX and RCX in Listing 2) are
mapped to underlying physical registers enabling out-of-
order execution. Trying to utilize the pipeline as much as
possible, subsequent instructions (lines 5-7) are already
decoded and allocated as µOPs as well. The µOPs are
further sent to the reservation station holding the µOPs
while they wait to be executed by the corresponding ex-
ecution unit. The execution of a µOP can be delayed if
execution units are already used to their corresponding
capacity or operand values have not been calculated yet.

When the kernel address is loaded in line 4, it is likely
that the CPU already issued the subsequent instructions
as part of the out-or-order execution, and that their cor-
responding µOPs wait in the reservation station for the
content of the kernel address to arrive. As soon as the
fetched data is observed on the common data bus, the
µOPs can begin their execution.

When the µOPs finish their execution, they retire in-
order, and, thus, their results are committed to the archi-
tectural state. During the retirement, any interrupts and
exception that occurred during the execution of the in-
struction are handled. Thus, if the MOV instruction that
loads the kernel address is retired, the exception is reg-
istered and the pipeline is flushed to eliminate all results
of subsequent instructions which were executed out of
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The byte we (speculatively) read from the 
kernel is used as an index into our probe array



Meltdown Code
1 ; rcx = kernel address
2 ; rbx = probe array
3 retry:
4 mov al, byte [rcx]
5 shl rax, 0xc
6 jz retry
7 mov rbx, qword [rbx + rax]

Listing 2: The core instruction sequence of Meltdown.
An inaccessible kernel address is moved to a register,
raising an exception. The subsequent instructions are
already executed out of order before the exception is
raised, leaking the content of the kernel address through
the indirect memory access.

chine. Further, we assume that the system is fully pro-
tected with state-of-the-art software-based defenses such
as ASLR and KASLR as well as CPU features like
SMAP, SMEP, NX, and PXN. Most importantly, we as-
sume a completely bug-free operating system, thus, no
software vulnerability exists that can be exploited to gain
kernel privileges or leak information. The attacker tar-
gets secret user data, e.g., passwords and private keys, or
any other valuable information.

5.1 Attack Description

Meltdown combines the two building blocks discussed
in Section 4. First, an attacker makes the CPU execute
a transient instruction sequence which uses an inacces-
sible secret value stored somewhere in physical memory
(cf. Section 4.1). The transient instruction sequence acts
as the transmitter of a covert channel (cf. Section 4.2),
ultimately leaking the secret value to the attacker.

Meltdown consists of 3 steps:

Step 1 The content of an attacker-chosen memory loca-
tion, which is inaccessible to the attacker, is loaded
into a register.

Step 2 A transient instruction accesses a cache line
based on the secret content of the register.

Step 3 The attacker uses Flush+Reload to determine the
accessed cache line and hence the secret stored at the
chosen memory location.

By repeating these steps for different memory locations,
the attacker can dump the kernel memory, including the
entire physical memory.

Listing 2 shows the basic implementation of the tran-
sient instruction sequence and the sending part of the
covert channel, using x86 assembly instructions. Note
that this part of the attack could also be implemented en-
tirely in higher level languages like C. In the following,
we will discuss each step of Meltdown and the corre-
sponding code line in Listing 2.

Step 1: Reading the secret. To load data from the
main memory into a register, the data in the main mem-
ory is referenced using a virtual address. In parallel to
translating a virtual address into a physical address, the
CPU also checks the permission bits of the virtual ad-
dress, i.e., whether this virtual address is user accessible
or only accessible by the kernel. As already discussed in
Section 2.2, this hardware-based isolation through a per-
mission bit is considered secure and recommended by the
hardware vendors. Hence, modern operating systems al-
ways map the entire kernel into the virtual address space
of every user process.

As a consequence, all kernel addresses lead to a valid
physical address when translating them, and the CPU can
access the content of such addresses. The only differ-
ence to accessing a user space address is that the CPU
raises an exception as the current permission level does
not allow to access such an address. Hence, the user
space cannot simply read the contents of such an address.
However, Meltdown exploits the out-of-order execution
of modern CPUs, which still executes instructions in the
small time window between the illegal memory access
and the raising of the exception.

In line 4 of Listing 2, we load the byte value located
at the target kernel address, stored in the RCX register,
into the least significant byte of the RAX register repre-
sented by AL. As explained in more detail in Section 2.1,
the MOV instruction is fetched by the core, decoded into
µOPs, allocated, and sent to the reorder buffer. There, ar-
chitectural registers (e.g., RAX and RCX in Listing 2) are
mapped to underlying physical registers enabling out-of-
order execution. Trying to utilize the pipeline as much as
possible, subsequent instructions (lines 5-7) are already
decoded and allocated as µOPs as well. The µOPs are
further sent to the reservation station holding the µOPs
while they wait to be executed by the corresponding ex-
ecution unit. The execution of a µOP can be delayed if
execution units are already used to their corresponding
capacity or operand values have not been calculated yet.

When the kernel address is loaded in line 4, it is likely
that the CPU already issued the subsequent instructions
as part of the out-or-order execution, and that their cor-
responding µOPs wait in the reservation station for the
content of the kernel address to arrive. As soon as the
fetched data is observed on the common data bus, the
µOPs can begin their execution.

When the µOPs finish their execution, they retire in-
order, and, thus, their results are committed to the archi-
tectural state. During the retirement, any interrupts and
exception that occurred during the execution of the in-
struction are handled. Thus, if the MOV instruction that
loads the kernel address is retired, the exception is reg-
istered and the pipeline is flushed to eliminate all results
of subsequent instructions which were executed out of
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So by doing a timing measurement on the array 
pointed to by rbx, we can figure out what value 

the byte of memory in the kernel was!


